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ABSTRACT

Deep learning methods for direction-of-arrival (DOA) estimation are
often trained on a single microphone-array geometry and therefore
cannot be transferred to a new array without costly array-specific
data collection and retraining. This paper proposes an array-generic
neural DOA estimator that uses inter-channel phase difference (IPD)
features. Yet changing which channel is the reference rewrites the
IPD representation even when the scene is unchanged, so a model
trained with a fixed reference can latch onto reference-specific
cues. To improve robustness to the reference-channel choice and
to strengthen array-generic behavior, we investigate three training
strategies: randomizing which microphone is used as the IPD ref-
erence, expressing microphone coordinates in a reference-relative
frame consistent with that choice, and a consistency-enforcing loss
that requires the same scene to yield the same DOA under two differ-
ent references. We show that these strategies improve performance
on an unseen array type on both a synthetic dataset and a real-world
measured dataset.

Index Terms— Direction-of-arrival, inter-channel phase differ-
ence, array-generic, array-agnostic, reference-invariant

1. INTRODUCTION

Direction-of-arrival (DOA) estimation uses a microphone array to
infer the spatial direction of one or more acoustic sources relative
to the array. It is a fundamental task in spatial audio processing,
with applications including teleconferencing, spatial audio capture,
source-aware speech enhancement, and human-machine interaction.
Classical signal processing approaches exploit inter-microphone
spatial cues, such as time difference of arrival (TDoA), generalized
cross-correlation (GCC) and the eigenstructure of the spatial co-
variance matrix (MUSIC) [1} 12} 3]. Given an appropriate steering
model of array geometry, these methods are in principle adaptable
to arbitrary arrays which have a variable number of microphones in
varying locations, and have been shown to work remarkably well in
simple acoustic scenarios. However, their performance may degrade
substantially under reverberation, noise, unknown number of active
sources, moving sources, etc. More recently, deep learning-based
DOA estimation methods have demonstrated improved robustness
in such challenging scenarios [4} |5} (6]].

Despite substantial progress, practical deployment of neural
DOA estimators remains challenging because the estimators fail to
generalize when the array geometry changes. In addition, room
characteristics such as reverberation time, sources’ geometric diver-
sity, and acoustic reflections introduce substantial domain mismatch
between training data and real-world recordings. Many neural DOA
estimators are nonetheless trained using a fixed array configuration
[7, 18], and thus fail to generalize to unseen array geometries and
acoustic environments which results in costly re-collection of data

and re-training for each new array configuration. This is undesir-
able for applications in which the DOA model is deployed across
multiple devices or product variants. We therefore consider the
array-generic DOA problem, in which the estimator is conditioned
on the known coordinates of a device whose geometry was not seen
during training.

Several recent works have proposed DNNs that explicitly in-
corporate array geometry, aiming at their generalization to arbitrary,
unseen microphone arrays. For example, FC-GA combines GCC-
PHAT-based features with microphone coordinates and trains over
randomized planar geometries [9]. Neural-SRP processes micro-
phone pairs together with their coordinates using a permutation-
invariant aggregation mechanism [10]. IPDnet instead learns direct-
path inter-channel phase differences (IPDs), from which DOA can
subsequently be recovered [11]. More recently, GI-DOAEnet in-
corporates microphone position encodings into channel-wise neural
features [[12], while PhaseCoder jointly processes multichannel au-
dio and microphone coordinates to obtain geometry-agnostic spatial
representations [13|]. Approaches in sound event localization and
detection (SELD) research circumvent geometry issues by relying
on ambisonics representations [14} [15], though significant recent
work has been underway to encode arbitrary arrays to ambisonics.
Array-generic DOA has also been formulated using measured or
simulated array transfer functions as explicit device metadata [16].
Overall, these works demonstrate that conditioning a neural estima-
tor on array information can improve generalization to previously
unseen arrays.

We investigate a complementary source of device dependence
that has been underexplored: the choice of reference microphone and
its implications. Relative spatial features, such as IPD, are inherently
defined with respect to a reference microphone:

IPDi(f,t) = £Xi(f, 1) = £X:(f, 1), ey

where r denotes the selected reference microphone, which governs
the pairwise IPD of other channels ¢, even if the physical acous-
tic scene remains unchanged. Consequently, a model trained with
a fixed reference channel, such as IPDnet, may inadvertently learn
reference-dependent patterns rather than reference-independent spa-
tial relationships. Instead, we seek reference-channel flexibility to
ensure our models can adapt to different channel ordering or the
lack of a designated reference microphone. Related issues have been
studied in multichannel speech enhancement, where improved ar-
ray generalization was achieved by varying the reference channel
and microphone ordering during training [17]], and where VarArray
avoids a fixed reference by defining spatial features relative to the
array-average spectrum [18]]. Yet, this idea remains largely unex-
plored in neural DOA estimation, where both acoustic and geometric
representations must remain consistent under reference changes.

In this work, we investigate the effect of reference channel con-



sistency on neural DOA estimation in the form of structured train-

time randomization. This is done via three strategies: 1) randomly

selecting the reference r and computing the IPD features relative
to that microphone 2) applying a compatible transformation of the
microphone coordinates to a reference-relative frame that, expresses
microphone locations relative to the chosen IPD reference micro-
phone, and 3) enforcing consistency of DOA estimates between dif-
ferent choices of reference channel during training. These interven-
tions expose the model to physically equivalent views and encourage
it to learn the spatial relationship between the source and the array
rather than reference-specific correlations.

Our main contributions can be summarized as follows:

We identify reference-channel dependence as a distinct, comple-

mentary generalization problem in neural DOA estimation.

* We propose reference-randomized training that jointly random-
izes IPD and microphone-coordinate representations, providing
multiple physically equivalent views of each training example.

* We propose a permutation-invariant neural DOA estimator that
combines shared per-microphone audio and geometry encoders,
cross-microphone self-attention, and temporal modeling, and
learns from an additional consistency objective across different
reference choices.

* Experiments show that our reference channel strategies improve
generalization on unseen, arbitrary arrays.

2. METHOD

2.1. Reference Consistency

The proposed model takes multichannel reverberant speech from an
arbitrary microphone array in an arbitrary room, and predicts the
DOA of a single static sound source. We use the short-time Fourier
transform (STFT) representation of the multichannel audio. To each
complex STFT coefficient, a phase-preserving magnitude compres-
sion is applied where f(c) = loglg‘%c. The input to the model
consists of each microphone channel’s compressed STFT real and
imaginary coefficients and the IPD calculated channel 7 as the ref-
erence concatenated along the frequency axis, yielding the shape
[M,3F,T], where M, F, and T denote the numbers of channels,
frequency bins, and time frames. Channel r’s IPD is against itself.
We consider three strategies toward improving consistent DOA
prediction regardless of the reference channel choice: IPD reference
randomization, reference-relative coordinates, and a consistency-
enforcing training scheme and loss function.
IPD Reference Randomization: During training, for each input
sample, we randomly choose a microphone channel r to be the ref-
erence channel and compute the IPD of every channel relative to it
(1. Hence, the model is encouraged to learn spatial relationships in-
variant to the choice of reference channel, while also increasing the
effective diversity of array layouts in the training dataset.
Reference-Relative Coordinates: To maintain physical consistency
with the randomized IPD representation, the microphone coordi-
nates are transformed relative to the same randomly selected ref-
erence, going from the “canonical” frame to the “reference-relative”
frame, as illustrated in Fig m An array’s canonical frame is prede-
fined as follows: the origin O is placed at the array centroid p. (the
mean position of all microphones in the array), the upward direc-
tion +z is parallel to the world z-axis, and a frontal direction +x is
assigned, i.e., the (1,0, 0) vector of the canonical frame. All micro-
phone locations p; € R?2 are defined in this canonical frame.
Training with reference-relative coordinates requires re-defining
a reference-relative frame around the chosen reference microphone
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Fig. 1. Device-native coordinate systems. (Left) Canonical coordi-
nates: the origin is the array centroid and +x is the predefined front
of the device. (Right) Reference-relative coordinates: the origin is
the reference microphone and the front points from the reference
microphone to the array centroid. The DOA points from the array
centroid to the source. Coordinates are in meters.

r’s position and expressing all microphone coordinates in this new
frame. Our proposed method sets the reference-relative origin to the
reference-microphone location O := p,., and the reference-relative
“front” to the vector pointing from the reference to the array cen-
troid, i.e., +x := p, — p.The coordinates of microphone 7 are then
the difference between its canonical coordinates and those of the ref-
erence, rotated by the angle between the canonical and reference-
relative front, i.e., p; = Qr(p; — pr), Where p; is the position of
microphone 7 in the reference-relative frame and @, is the rotation
that maps +x — +x. The reference-relative 4z is left unchanged,
pointing upward in world coordinates, which is appropriate for our
application.

To express the DOA in the reference-relative coordinate frame,
the canonical DOA d € R? (defined as the unit vector pointing
from p. to the source position) is rotated into the new frame, i.e.,
d. = Q,d. At inference time, the predicted reference-relative tar-
get 8T is rotated back to the canonical frame, d = Q: ar, where
Q! = @, for rotation matrices. Note that the target DOA vector
in the reference-relative frame d, does not point from the reference
microphone to the source. Rather, d, represents the same centroid-
to-source vector shifted to the new origin O.

Thus, under this strategy, both the acoustic and geometric repre-
sentations undergo a consistent change of reference, encouraging the
model to learn spatial relationships that are invariant to the reference
microphone selection.

Consistency Loss To further encourage the model to predict the
same DOA no matter which microphone is chosen as the reference,
we introduce a two-view consistency training scheme and objective.
For each training example, two distinct reference indices 7 and s are
sampled uniformly from the M microphones (with s # r). The net-
work is evaluated twice under these references, yielding unit-vector
predictions d, and ds. The consistency training loss is

Lconsistency = Ldoa(CiT, d) + Ldoa(czs, d) + A (1 - Cz'r . CZS), (2)
Looa(z,y) =1—z -y 3)

where Lpoa is the cosine loss and A controls the strength of the
consistency penalty (we use A = 0.1). The first two terms supervise
each view against the label; the third term penalizes disagreement
between the two predictions. In effect, the model is trained to recover
the same canonical-frame DOA regardless of which microphone is
used as the IPD reference.
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Fig. 2. Neural DOA Estimator Architecture. Inputs are stacked spec-
trograms and coordinates. The model processes each microphone
channel independently, then applies self-attention across channels.

2.2. Neural DOA Estimator Architecture

We propose a base deep neural network (DNN) to estimate the
DOA regressively. The inputs are processed by a shared lightweight
convolutional audio encoder that acts on each microphone indepen-
dently. It consists of two Conv1D layers, each followed by a GeLU
activation, with a kernel size of 3 and strides of 1 and 2, respectively,
and each with 128 output channels. It encodes the input audio into
shape [M, C, N] where C' = 128 is the number of hidden channels
and N is the number of time frames. Separately, to incorporate ex-
plicit geometry information, an MLP-based microphone geometry
encoder maps the microphone coordinates to geometry embeddings
[M,3] — [M,C]; again, the weights are shared across micro-
phones. Then the microphone geometry embeddings are repeated
across the time dimension and added to the encoded audio.
Following the general idea in most DOA approaches, we garner
useful information across microphones using a 4-head self-attention
layer to attend to the fused audio-geometry features over the micro-
phone channel dimension [[19]. The output is mean-pooled across
microphones into a single time-sequence channel representing the
entire array of shape [1, C, N]. We purposefully design the model
to be permutation-invariant to the input channel order, via indepen-
dently applying the audio and geometry encoder to each mic chan-
nel, the self-attention, and the pooling across microphones. Finally,
the sequence is processed in the time dimension by a 2-layer bi-
directional GRU, followed by a mean-pooling across time, and a lin-
ear layer mapping the GRU hidden dimension to the target DOA
dimension. The training loss function is the cosine loss (3) unless
otherwise noted. The model has a total of 2.3M parameters.

2.3. Dataset

The training and evaluation datasets are simulated using the Lib-
riSpeech dataset [20] and Pyroomacoustics [21] synthesized room
impulse responses (RIR). To simulate the sound captured by the mi-
crophone array, RIRs are generated for each array geometry and con-

volved with the clean speech signal. For each training sample, the
array is randomly chosen from six common array types (cellphone,
laptop, circular, hexagonal, random planar, and L-shaped) with ran-
domly sampled dimensions. All types have six channels, and each
type is assigned a reasonable frontal direction. Because many of
these common devices lie flat on table tops, +z in the canonical
frame always points upward. We generate 200k multi-channel train-
ing samples over 10k unique shoebox rooms with sizes uniformly
sampled from 2.4 x 3 X 3 to 4.5 X 12 X 12 m and reverberation
times from 0.15 to 1.0 s. The array’s location, its rotation about the
z-axis, and the source location are randomized within the room. To
simulate room noise, we add spatially isotropic [22] brown noise to
each channel’s reverberant speech so that the SNR ranges from -60
to -40 dBFS. Each audio input is 4 s long at 16 kHz.

We create a synthetic test set with two splits using the afore-
mentioned pipeline: Split I is an in-distribution set of 3.2k samples
over 200 unseen shoebox rooms. Split II contains 800 samples from
linear arrays of length 12-50 cm, an array type unseen during train-
ing.We also evaluate on RSL2019 [23]], a real-world DOA dataset
whose Dev split uses a stand-mounted, symmetric 4-channel array
in a relatively easy acoustic condition, and whose Test split uses
tabletop recordings in a conference room in which the direct path
is sometimes occluded. Non-speech segments in RSL Test were
removed with the WebRTCﬂ voice activity detector (VAD) before
DOA estimation.

3. EXPERIMENTS

The effect of each reference consistency strategy, IPD reference ran-
domization, reference-relative coordinates, and consistency loss, is
examined in a series of ablation studies. First, we train the base
model Base without any reference consistency strategy, where the
IPD is always calculated with fixed reference channel » = 0 and
mic coordinate inputs are in the canonical frame. A second model,
Coor, is trained with fixed » = 0 but with reference-relative coor-
dinates so that the array geometry is always expressed in a relative
manner in congruence with the IPD reference mic.

Next, we employ IPD randomization in models IPD and
IPD-Coor, and ablate reference-relative coordinates. Finally,
we add the two-view consistency loss under randomized IPD ref-
erence, and ablate reference-relative coordinates (IPD-Loss Vs
IPD-Coor-Loss). All models are trained for 40 epochs on
batch size b = 256 using the AdamW optimizer with learning rate
Ir = le — 4 and weight decay 0 = le — 4.

Three classical, data-agnostic baselines are implemented: SRP -
PHAT which aggregates DOA predictions per frequency band based
on direct path arrival from a steered beamformer; GCC—-PHAT which
selects the time sample with the largest peak in the whitened cross-
correlation function between microphone channels; and MUSIC
which uses the eigenstructure of the microphone array’s spatial co-
variance matrix to form a high-resolution spatial pseudo-spectrum.

4. RESULTS

Table [T] shows the performance of the proposed method, ablations,
and classical baselines on the seen and unseen array type splits of the
synthetic test set. It reports mean absolute error (MAE), median ab-
solute error, 90th percentile absolute error (P90), MAE and median
error of the azimuthal and the elevation angle in degrees, along with
accuracy within 10° (Accio).

Ihttps://github.com/wiseman/py-webrtcvad.
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Model Configuration Test I: Seen Array Types Test II: Unseen Array Type
D , Ref. Rel.  Consist. MAE (° |) Median (° |) P90 Accio Azimuthal Error
Coords. Loss 3D az el 3D az el ©Jd) (%1 | MAE Median Accio
Base ch0 X — 7.8 49 49 64 32 36 15.0 74.9 18.3 13.5 40.3
Coor ch0 — 6.2 33 45 50 22 34 12.1 83.8 13.2 9.0 53.6
IPD rand X X 59 31 43 48 21 3.3 11.3 86.3 16.3 11.9 44.2
IPD-Coor rand X 50 2.3 39 42 1.5 3.0 9.6 91.0 10.5 6.3 64.1
IPD-Loss rand X 5.7 29 4.2 4.8 20 3.2 11.0 86.9 16.9 12.7 42.6
IPD-Coor-Loss | rand 4.9 24 3.8 4.0 16 2.8 9.4 91.5 10.8 6.5 63.4
SRP-PHAT — — — 377 32 372 341 17 33.7 580 10.9 7.5 4.3 75.0
GCC-PHAT — — — 355 5.0 346 30.1 1.9 29.6 64.3 14.5 9.9 5.2 69.0
MUSIC — — — 58.6 134 56.2 583 7.0 56.7 825 5.1 16.1 10.0 49.2

Table 1. DOA performance on synthetic test splits I. Seen Array Types and II. Unseen Array Type(azimuthal error only)-linear array. 3D
= Z(d, d) absolute angular error, az = azimuthal error, el = elevation error. P90 and Accio are computed on 3D angle errors. Top rows are
the proposed DNN ablations; reported DNN errors average over all choices of reference channel r 0—6. Bottom rows are classical methods.

D RSL Dev RSL Test

MAE Median Accig | MAE Median Accig
Base 590 5.08 74.5 | 28.0 9.1 52.1
Coor 4.41 3.92 874 | 23.6 5.8 61.3
IPD 461 4.14 88.0 | 22.2 6.1 63.2
IPD-Coor 4.87 4.53 86.9 | 22.7 5.9 62.0
IPD-Loss 440 4.13 91.5 | 224 6.4 62.2
IPD-Coor-Loss || 4.97 4.83 91.2 | 226 5.8 63.3
SRP—-PHAT 4.36 4.50 100.0 [ 21.5 3.0 67.2
GCC-PHAT 6.47  5.50 79.4 | 30.3 7.0 57.4
MUSIC 4.84 4.50 97.8 | 23.1 9.0 57.6

Table 2. Azimuthal DOA performance on RSL2019 [23]. RSL Dev
contains obstruction free recordings every 5° at 1 & 1.5m from the
array; RSL Test samples contain occluding objects and near-field
surfaces. Bold = best among all rows. Underline = best among
DNNs. MAE (° |), Median (° |), Accio (% J).

First, the Base model without any train-time strategies per-
forms reasonably well on DOA estimation, likely in part to the
diversity of the array geometries seen during training and input
permutation-invariant structure. Next, the effect of reference-relative
coordinates on its own is significant, on average improving the MAE
and median error by 1.25° and 1.0° respectively in both the static
reference channel case (Base — Coor) and the randomized refer-
ence channel case (IPD — IPD-Coor). The effect of the proposed
coordinate system is even larger on the unseen linear arrays, im-
proving MAE and median error by 5.5° and 5.1° respectively on
average. We see that randomizing the reference channel has a posi-
tive effect on performance, on average improving MAE and median
error by 1.6° and 1.2° respectively, as seen by comparing (Base
— IPD) and (Coor — IPD-Coor). Again, the gains were larger
on the unseen array split improving MAE and median error by 2.4°
and 2.2° respectively on average.

The consistency loss marginally improved the random reference
case when reference relative coordinates were not used, as seen in
(IPD — IPD-Loss). When reference relative coordinates were on
(IPD-Coor — IPD-Coor-Loss), the consistency loss training
scheme reduced outlier predictions (better P90) while slightly wors-
ening azimuthal MAE and median error. This suggests that perfor-
mance gains from the consistency loss are greater when reference-
relative coordinates are not used than when they are, where ulti-
mately reference-relative coordinates cannibalize most of the gains
from consistency loss. As a result, our complete proposed method
IPD-Coor and IPD-Coor-Loss perform the best.
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Fig. 3. Reverb time vs azimuthal MAE on synthetic test split .

Compared to the classical baseline in Tab. [T IPD-Coor and
IPD-Coor-Loss do perform better than or equal to SRP—PHAT
respectively in azimuthal prediction; furthermore, all of the ablations
outperform GCC-PHAT and MUSIC. One thing of note, the classical
methods’ elevation performance is very poor because the test arrays
are flat and have a very small aperture in the z dimension, leading
to high-variance estimates. Lastly we show in Fig[3]that the neural
methods are more robustness to strong room reverberation, where
the classical methods degrade faster than the proposed method.

Table |Z| reports the performance on the measured dataset
RSL2019. On RSL Dey, all of the DNN methods do reasonably
well; Coor achieves the best median angular error and IPD-Loss
performs well on MAE and Accio at 91.5%. The substantial in-
crease in Accip when consistency loss is used further support its
outlier-suppression effect. Base falls the shortest of the ablated
versions by a clear margin, indicating that some combination of the
proposed strategies transfers gains from simulation to real-world
settings. Though classical method SRP—-PHAT still outperforms
the proposed DNNs on most metrics, the results demonstrate that
the trained DNNs are adaptable and reasonably robust to an unseen
number of channels and a new array type.

5. CONCLUSION

This paper proposed an IPD-based deep neural network for DOA
estimation. Three strategies, IPD reference channel randomization,
reference-relative coordinates, and a two-view consistency loss were
demonstrated to improve the performance of the model on unseen
synthetic linear arrays and on a real-world unseen array.
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